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Abstract

Machine learning algorithms are becoming more relevant in many fields

from neuroscience to biostatistics, due to their adaptability and the possibility

to learn from the data. In recent years, those techniques became popular

in economics and found different applications in policymaking, financial

forecasting, and portfolio optimization.

The aim of this dissertation is two-fold. First, I will provide a review of the

Classification and Regression Tree and Random Forest methods proposed by

[Breiman, 1984], [Breiman, 2001], then I will study the effectiveness of those

algorithms in time series analysis.

I will review the CART model and the Random Forest, which is an

ensemble machine learning algorithm, based on the CART, using a variety

of applications to test the performance of the algorithms. Second, I will

implement an application on financial data: I will use the Random Forest

algorithm to estimate a factor model based on macroeconomic variables with

the aim of verifying if the Random Forest is able to capture part of the non-

linear relationship between the factor considered and the index return.
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1 Introduction

Machine learning algorithms are becoming every day more and more relevant due

to their adaptability and their possibility to learn from the data. Those algorithms,

used together with econometrics and statistical models, improve significantly the

models used. Nowadays, those methods are widely used, especially in empirical

applications: many examples have been highlighted in ”Machine Learning Methods

Economists Should Know About”, [Athey and Imbens, 2019] and in ”Big Data: New

Tricks for Econometrics”, [Varian, 2014]. This motivates my thesis on machine

learning in econometrics: the willingness to go forward and combine two powerful

disciplines.

One of the most recognized definitions of Machine Learning (ML) is given by

Tom E. Mitchell:

Definition 1.1. ”A machine is said to learn from experience E with respect to

some class of tasks T and performance measure P if its performance at tasks in T,

as measured by P, improves with experience E.” ([Mitchell, 1997])

In simple words, Machine Learning is an application of artificial intelligence (AI)

that provides systems the ability to automatically learn and improve from experience

without being explicitly programmed. ML algorithms are described as learning a

target function f that best maps input variables X to an output variable Y .

Y = f(X)

In addition to the definition, it is possible to affirm that the main focus of ML is to

make prediction of Y for new X or classify the data based on limited information:

this is also one of the main differences with econometrics, because, according to

the traditional approach ([Wooldridge, 2010],[Angrist and Pischke, 2008]) of this

discipline, the focus is on the quality of estimators and building confidence intervals.

Other differences between these disciplines regard the validation of the model,

that is crucial in ML and uses the out-of-sample comparisons, the attention to

avoid over-fitting, the parameters of the algorithm tuning, a particular attention

to the computational issues, the scalability and the model averaging and ensamble

methods.

For the difference and the distinct focus of the methods mentioned above, I thought

about a mixture of them: implement machine learning algorithms in econometrics,

to analyse if there are performance improvements.

Another major difference between ML and econometrics regards the terminology:

the one used in machine learning profoundly differs from the usual econometrics

jargon.

While in econometrics the regression model is estimated on a sample, in ML the
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algorithm is trained on a training sample. Regressors are known as features and

parameters as weights. In addition, the problems are classified in different categories

where the main two are called supervised learning and unsupervised learning. In the

first case, both the Xi (regressors) and the Yi (outcome) are observed while in the

second case only the Xi are observed.

In this thesis I will present two machine learning algorithms applied on time

series: the Classification and Regression Trees in Section 2 and the Random Forest

in Chapter 3.

In each section, the literature review will be followed by an application on simulated

series to study the performances of the algorithms in different cases. In the last

section an application of the Random Forest on financial data will be presented.

The application and the simulation presented in this thesis have been developed

with R ([R Core Team, 2013]).
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2 Classification and Regression trees

The Classification and Regression Tree model has been introduced by Leo Breiman in

the homonymous book ([Breiman, 1984]). The model is based on decision trees and

can be applied on both classification and regression probelms. Different approaches

to decision trees have been proposed largely during the years (see ID3 [Quinlan, 1986]

and C4.5 [Quinlan, 1993]), but the CART framework proposed by Breiman remained

the most widely used and for this reason I decided to apply and review this model.

2.1 The model

Tree-based methods partition the feature space into a set of rectangles, and then fit a

simple model (like a constant) in each one. The idea behind the model is simple but

powerful and the main objective of the model is to make predictions on the classes

generated by the tree. In few words, recursive partitioning techniques are used to

separate the observations in a binary and sequential way and then make inference

on new observation. The CART model is widely used in various disciplines such as

medical sciences and sociology thanks to its simplicity and the readable graphical

representation: some examples are given by [Baert et al., 2007], [Sathyadevi, 2011],

[Dobbertin and Biging, 1998], [Antipov and Pokryshevskaya, 2012],

[Waheed et al., 2006], [Burrows, 1997].Regarding financial applications, although

is not widely spread, this algorithm has been used in different studies (eg:

[Frydman et al., 1985], [Zhu et al., 2011]) regarding classification of firms and stock

ranking. The model, as mentioned above, can be represented as a space divided into

rectangles or a binary tree and, in addition, this is a non-parametric approach that

does not require to test for normality or other assumptions on the distribution of

the data.

To understand, explain and clarify the model, I decided to introduce a simple

instance: I reproduced a widely known and used example on the dataset

car.set.frame present in the rpart ([Therneau and Atkinson, 2019]) package. The

car.test.frame database has 60 rows and 8 columns, giving data on makes of

cars taken from the April, 1990 issue of Consumer Reports. The focus here is to

understand how the algorithm works and what it does, so all the discussion on the

variables will be disregarded. Running the CART algorithm on only two variables

of the dataset, mileage and weight, we can observe the two different representations

of the method: in figure 1a is possible to observe the binary tree representation,

while in figure 1b the space partitioning one.

Figure 1a shows the usual tree representation: introducing the tree terminology,

we have at the top node the so-called root, which includes all the observations of the

sample. Here, the sample is divided using an ”if” condition, determined by a specific

criterion. The splitting node is also referred to as parent and the descendent nodes
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(a) Binary tree representation (b) Space partitioning representation

Figure 1: Tree representation

are called children. A node keeps splitting until a terminal node, or leaf, is reached:

this happens when a stopping rule is satisfied. The spaces are recursively partitioned

until all the subspaces are sufficiently homogenous in order to apply simple models,

like constants, to them. In the example showed, the variable ”Weight” is used to infer

on the ”Mileage” and is divided different times until a the groups are homogeneous.

Homogeneity, also defined ”purity” by [Breiman, 1984], is larger when the node

contains only one class and smaller when all classes are mixed together; in the

classification framework, widely used splitting rules are the Gini index and the

entropy or information criterion, while in the regression framework, that is the one

considered in this thesis, the splittig criterion is the minimization of the sum of

squared error (SSE ) and a regression tree is formed by iteratively splitting nodes so

as to maximize the decrease in the SSE. When fitting a decision tree, is possible to

optimize the model to avoid overfitting pruning the tree. Pruning is relevant because

if reducing impurity is the only goal, we will end up with a maximal tree, which has

one observation or one class in each terminal node. Pruning is a way to improve

the performances and the robustness of the tree. The best-known procedure for tree

pruning is the cost-complexity pruning proposed by [Breiman, 1984]. As regards

the performance assessment, in the regression framework, two different measures

are used: the relative error, that relates to the R2 and will be analysed later, and

the mean square prediction error,

MSE(T ) = E [(Y − ȳt)] (1)

where ȳt is the prediction produced by the regression tree.

After this introduction, I will now present my findings on the performance of the

CART algorithm on different simulated series.
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2.2 Performance evaluation

In this section I am going to present three different cases of implementation of

the CART algorithm on simulated series. The aim for the first two is the same,

namely to check the accuracy and if the algorithm is able to fit properly the time

series and check if the CART algorithm achieves better performances than the OLS

linear regression, while for the third the scope is to analyse the performance and the

number of split proposed on a determined function with changing parameters.

To perform the experiment, I run the algorithm on various simulated series that I

generate based on different processes: in the first example, the base is a Random

Walk, in the second it is an autoregressive process of order 1 while in the last a

logistic function. The coefficients applied are randomly chosen without a specified

criterion.

In the following experiments, I implemented all the simulations in R using the

package rpart ([Therneau and Atkinson, 2019]), since it represents one of the

most complete and faithful transposition packages of the CART algorithm. The

entire code and the values are specified and available to allow for a replica of the

simulations.

2.2.1 First Case

In this case, the scope of the experiment is to check if a tree based model can fit

properly a process with a structural break.

The data generating process is Yi and is based on a random walk with 1000

observations. The moments of the RW are to µ = 1 and σ = 0.5, while the

coefficients of the series with the structural break are: α1 = 1, α2 = 10, β1 = 2 and

β2 = −4. In addition, error terms with σ1 = σ2 = 1, are summed to every series. As

mentioned before, the moments and the coefficients are randomly chosen without a

specified criterion.

The equations are:

RWi = Xi = µ+ X(i−1) + ε1i (2)

Yi =

{
α1 + β1Xi + σ1ε2i if i≤500

α2 + β2Xi + σ2ε3i if i>500
(3)

Figure 2 shows both vectors: the random walk, having a positive mean and low

variance, exhibit a clear trend, while in Yi the structural break at i = 500, the trends

given by the underlying RW and the influence of different coefficients are evident.

The aim now is to evaluate the performances of the CART algorithm on Yi and

verify if the splits are accurate. Using R and the package rpart, I fitted a regression
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Figure 2: Scatter plot of the vectors - Case 1

tree to the Yi series obtaining the results that brought to figure 3. I decided to used

the package rpart because is the most widely used package for fitting decision trees

and is completely based on the CART algorithm developed by [Breiman, 1984].

When using rpart, to fit a regression is necessary to select the method "anova",

otherwise the result will not be coherent with the proposed regression model; more

details on the method and on the output of the code can be found in the Appendix

5. An extract of the code used for fitting the tree is available in listing 1. Here it

is possible to find two interesting values that are not noticeable from the graphical

representation: the rel.error, namely the relative error, and CP, the pruning value.

The relative error is 1 − R2, similar to the linear regression. Since the R2 is a

measure of goodness of fit, from here, is possible to see that the first split appears to

improve the fit the most, while the additional splits do not add much. An interesting

graphical representation is figure 5, the plot of the R2. To allow comparisons and a

better readability, the last table of listing 1 contains the value of the R-squared in

each node. About the pruning, I decided to not modify the default value which is

set to 0.01; this value could and should be tuned to find a better model: in this case,

since the model is already fitting properly the series, I decided to keep it constant.

Anyhow, the tuning of the pruning parameter is particularly useful when there is a

risk of overfitting in the model trained. To understand better the results of applying

the CART algorithm, I will make a comparison with a linear regression estimated

trough the ordinary least squares, putting emphasis on the measure of goodness of

fit, the R2.

Since the data generating process has been built to have a structural break, no tests

will be performed to check for it. In addition, since the aim is to verify if the models

are able to capture non linearity in the data, the linear regression will be fitted on
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the whole series and will not be splitted.

(a) Space partitioning representation (b) Binary tree representation

Figure 3: Tree fitting in Case 1

Figure 4: Plot of the vectors and the model fitted - Case 1

Listing 1: R code for Case 1 - CART

> fit<-rpart(vecty~vectx, method="anova")

> printcp(fit)

Regression tree:

rpart(formula = vecty ~ vectx, method = "anova")

Variables actually used in tree construction:

[1] vectx

Root node error: 3243051625/1000 = 3243052
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n= 1000

CP nsplit rel error xerror xstd

1 0.937876 0 1.000000 1.001650 0.0155849

2 0.036756 1 0.062124 0.062481 0.0023598

3 0.010000 2 0.025367 0.025616 0.0007255

> rsq.val_fit[,1]

1 2 3

0.0000000 0.9378763 0.9746326

Figure 5: R2 and relative error plot

Listing 2: R code for Case 1 - Linear regression

> linearfit1<-lm(vecty~vectx)

> summary(linearfit1)

Call:

lm(formula = vecty ~ vectx)

Residuals:

Min 1Q Median 3Q Max

-1531.2 -560.6 -263.9 366.6 2266.6

Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) 1531.24346 56.24089 27.23 <2e-16 ***

vectx -5.52062 0.09762 -56.55 <2e-16 ***

---

Signif. codes: 0 ?***? 0.001 ?**? 0.01 ?*? 0.05 ?.? 0.1 ? ? 1
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Residual standard error: 879.1 on 998 degrees of freedom

Multiple R-squared: 0.7622, Adjusted R-squared: 0.7619

F-statistic: 3198 on 1 and 998 DF, p-value: < 2.2e-16

The results of the linear regression fitting are presented in listing 2 and a

graphical representation of the comparison is available in figure 6.

Referring to the R2, is possible to see that there is a strong difference in the results:

the CART model shows a higher value, close to 98% while the OLS regression

obtained ”only” a 76%. Of course, both values are high, but the CART model, even

if it simply fits a constant, can capture the non linearity of the relationship, while

the OLS regression can grasp it only partially.

Given the result presented above, it is possible to say that the model fits properly

the simulated series, capturing correctly the non linearity present in the model.

Figure 6: Linear regression

2.2.2 Second Case

While the first case regarded a series with an evident and recognizable structural

break, in this second case I will test the algorithm on a series built on an

autoregressive process of order 1. The moments and coefficients of the AR(1) are

µ = 5 and β1 = 0.9, while the Yi series has the same coefficients used in the previous

case, namely α1 = 1, α2 = 10, β1 = 2, β2 = −4 and σ1 = σ2 = 1. Also in this

case, error terms are added to every series and the split takes place at i=500 and

the moments and the coefficients are randomly chosen without a specified criterion.

The equations are:
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Xi = 5 + 0.9X(i−1) + ε1i (4)

Yi =

{
1 + 2Xi + ε2i if i≤500

10− 4Xi + ε3i if i>500
(5)

Figure 7: Scatter plot of the vectors - Case 2

As it is possible to see from the graphical representation in figure 7, this case is

much more complex than the previous one: this is due to the autoregressive behavior

of the data generating process and the change in variance and in the coefficients of

Yi. The first two plots of figure 7 represent the data generating processes, while the

last one is a scatter plot whose aim is to show the relationship between the AR(1)

process and Yi. The performance of the fitted tree is highlighted in figure 8, the

results presented in listing 3 and the graph representing the R2 in figure 10. Also

in this case, the last line of the code is the report of the R2 in every node.

Listing 3: R code for Case 2 - CART

>fit2<-rpart(vecty2~vectar, method="anova")

>printcp(fit2)

Regression tree:

rpart(formula = vecty2 ~ vectar, method = "anova")

Variables actually used in tree construction:

[1] vectar

15



(a) Space partitioning representation (b) Binary tree representation

Figure 8: Tree fitting in Case 2

Figure 9: Plot of the vectors and the model fitted - Case 2
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Root node error: 152686/1000 = 152.69

n= 1000

CP nsplit rel error xerror xstd

1 0.152902 0 1.00000 1.00162 0.046819

2 0.043843 1 0.84710 0.90976 0.045789

3 0.016408 2 0.80326 0.85935 0.045717

4 0.010000 3 0.78685 0.84032 0.043247

> rsq.val_fit2[,1]

1 2 3 4

0.0000000 0.1529019 0.1967444 0.2131525

Figure 10: R2 and relative error plot

Here, the most relevant and interesting graphical representation are figure 8a,

figure 9 and figure 10: from these pictures it is possible to see that the algorithm is

not able to grasp everything that happens in the model because is confused by the

behaviour of the Yis. In addition, the R2 results to be low.

Also in this case, a comparison with an ordinary least square regression could

be useful to understand if the model is appropriate or not. Figure 11 contains a

comparison of the prediction of the model fitted, both OLS and CART: it is possible

to see that none of them can properly fit the process. To have a better idea, listing

4 contains the R2 of the regression: the CART performs slightly better, while the

OLS does poorly. Hence, even in this case, the classification and regression model

does not accurately fit the model, but shows anyway a better performance than the

OLS regression.
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Figure 11: Regression comparison

Listing 4: R code for Case 2 - Linear regression

> linearfit2<-lm(vecty2~vectar)#2

> summary(linearfit2)

Call:

lm(formula = vecty2 ~ vectar)

Residuals:

Min 1Q Median 3Q Max

-29.771 -9.032 -2.254 9.786 38.601

Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) 9.0760 0.8027 11.31 <2e-16 ***

vectar -1.9376 0.1551 -12.49 <2e-16 ***

---

Signif. codes: 0 ?***? 0.001 ?**? 0.01 ?*? 0.05 ?.? 0.1 ? ? 1

Residual standard error: 11.5 on 998 degrees of freedom

Multiple R-squared: 0.1352, Adjusted R-squared: 0.1343

F-statistic: 156 on 1 and 998 DF, p-value: < 2.2e-16

The results on the simulated series highlight a difference in performance in the

two cases: in the first one, the tree is able to fit the series and generate a model with

a high R2, while in the second case, the high variance and the unclear behaviour
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does not allow a good fitting for the tree, that highlights a low R2. However, in both

cases, the algorithm achieves better results than the linear ordinary least squares

regression (both methods have been applied without doing tests or try to tune the

parameters, this is the reason of the comparison).

2.2.3 Third Case

The aim of the first two cases was to see if the CART algorithm was able to fit

different series resembling time series, while now the aim is to see how the number

of splits varies as the series shapes changes. In this case, the series simulated is

represented by a logistic function.

The logistic function has the common ”S” shape and that is represented by:

f(x) =
1

1 + exp(−αi ·Xi)
(6)

Then, to generate many different results, I substitute in the function the vectors X

and α, where:

X =

−2
...

2

α =

 0
...

15

 (7)

and the steps between the values are respectively 0.01 and 0.5. I also add to the

function an error term σεi, with σ = 1.

Figure 12: Scatter plot of the vectors - Case 3
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Due to the different values of X and α, I obtain a data frame of 400 rows for 32

columns. In figure 12 is possible to see a few cases of how the shape of the function

changes with the increasing of the value of X and α.

After having obtained the different function, I now try to fit the algorithm to

them and extract the number of splits. To do this, I implemented the code present

in listing 5. The results are plotted in figure 13: from this it is possible to see that

the number of splits diminishes as the shape becomes more clear: at the beginning

the algorithm generates 12 splits while in the last case only 2.

Listing 5: R code for Case 3

lfit1<-rpart(y4collection$y4~tvar2, method="anova", na.action = na.omit,

data = y4collection)

nsplit1<-unname(tail(lfit1$cptable[, "nsplit"], 1)) #to get the number of

splits (excluded the root)

logitfit<-data.frame(nsplit1)

lfit<-c()

nsplit<-c(nsplit1)

for (i in 2:ncol(y4collection)) {

yy<-data.frame(y4collection[1],y4collection[i])

colnames(yy)[2] <- "LogitFunc"

lfit<-rpart(yy$LogitFunc~tvar2, method="anova", na.action = na.omit, data

= y4collection)

nsplit[i]<-unname(tail(lfit$cptable[, "nsplit"], 1))

}

Figure 13: Number of splits for each function - Case 3

As mentioned above, in this case the aim is not to check the accuracy of the

model, but to see how it performs in different cases and to understand when it is

useful to fit a regression tree. This algorithm cannot fit properly a straight line, but

it is useful when it is possible to distinguish different patterns.
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2.3 Conclusion

As it was possible to understand from the experiment on the simulated series in

section 2.2, the CART algorithm when applied on time series has good performance

only when a clear pattern is visible and, in addition, since it only fits a constant to

the values, it may not be the best model to fit in a regression case.

In general, the advantages in the use of the decision trees are many: they are easy

to understand and to interpret [James et al., 2013], they are non-parametric, hence

they do not need any a priori assumption, they can handle heterogeneous features

and are computationally efficient, since they require little data preparation and

quickly adjust to new available data [Gupta et al., 2017]; on the other hand the

Classification and Regression tree are prone to overfitting, are unstable and suffer

of low predictive accuracy.

During the years, different models have been proposed to improve the model to give

better results with both regressions and classification problems (one of the most

famous is the M5 model by [Quinlan, 1992]) and to overcome some of the issues of

the CART, Leo Breiman, one of the authors of the model based on the decision tree,

has proposed an advancement of it, the so called Random Forest ([Breiman, 2001]),

that will be the object of the analysis of the next section.

21



3 Random Forest

The Random Forest has been introduced, like the CART model, by Leo Breiman

[Breiman, 2001]. The Random Forest is an ensemble machine learning model based

on the decision trees of the CART and can be applied on both classification

and regression problems. This is an ensemble model because the final result is

given by the ”average” of the different trees applied on th dataset. The first

algorithm proposed for random decision forests was created by Tin Kam Ho in

1995 ([Ho, 1995]) using the random subspace method. Then, in 2001, Leo Breiman

developed what is now recognized as Random Forest algorithm and registered the

trademark.

3.1 The Model

The idea behind Random Forest is simple and based on running many decision trees

with random features: the result is given by ”averaging” the output of the single

trees. The algorithm belongs to the class of ”bootstrap aggregation”, or bagging,

techniques whose aim is to reduce the variance in an estimation prediction function.

Definition 3.1. Given a standard training set D of size n, bagging generates m new

training sets Di, each of size n
′
, by sampling from D uniformly and with replacement.

The basic idea in bagging is to average many models to reduce the variance. Trees

represent the ideal candidate for bagging because they capture complex interaction

in the data and have low bias if sufficiently deep. The idea in random forests is to

improve the variance reduction of bagging by reducing the correlation between the

trees, without increasing the variance too much. This is achieved in the tree-growing

process through random selection of the input variables.

Algorithm 1. Random Forest

1. Draw a bootstrap sample of size n from the training data.

2. Sample N cases at random with replacement to create a subset of the data.

The subset is then split into in-bag and out-of-bag samples at a selected ratio.

3. At each node, m predictor variables are randomly chosen from all the predictor

variables: usually, given p variables, the subset of will be compose of
√
p in

case of classification and p
3

in case of regression.

4. The predictor variable that provides the best split, selected according to some

function, is used on that node.

5. At the next node, choose another m variables at random from all predictor

variables.
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6. Grow the tree without pruning.

7. Output the ensamble tree.

For Random Forest it is also possible to build variable importance starting from

each split in each tree and accumulating the importance given by the improvement

in the split-criterion. Thanks to the variable importance, it is possible in this way

to have a better understanding of the model logic, perform variable selection and

give better interpretation.

For the reasons mentioned above, meaning the versatility, the simplicity and the

robustness, the Random Forest is a widely used machine learning algorithm. The

fields of application go from medical sciences like gene selection and neuroscience,

to finance and fraud detection: some examples are [Luong and Dokuchaev, 2018],

[Luong and Dokuchaev, 2018], [ Ladyżyński et al., 2013], [Patel et al., 2015a],

[Mutanga et al., 2012], [Patel et al., 2015b], [Golmohammadi et al., 2014],

[Kumar and M., 2006], [Sharma, 2011], [Liu et al., 2015], [Khalilia et al., 2011],

[Feng et al., 2015] and [Diaz-Uriarte and Alvarez, 2006].

The Random Forest algorithm proved to be effective and capable of solving

practical problems, and provides a high quality of training with a large number of

randomness introduced into the constructing the model. Another advantage is that

for ”tuning” the model it is sufficient to select the number of decision trees and

the regularizing component. A graphical representation of how the Random Forest

works is given by figure 14.

Figure 14: Graphical representation of a Random Forest
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The Random Forest algorithm is able to achieve good performance and requires

small or no parameter tuning, but on how actually the model works there is little

literature: one of the major contributions is given by Scornet, Biau and Vert

([Scornet et al., 2015]) that show that the algorithm is consistent in an additive

regression framework. The difficulty in analyzing the algorithm is given by the

complex nature of the main components: the splitting criteria of the single tree,

based on the CART model, and the bagging. In [Scornet et al., 2015], the authors

provide two theorems, formalizing the consistency of the Random Forest. The

theorems of consistency discovered by the authors are based on the L2 regression

estimation general framework, in which an input random vector X ∈ [0, 1]p is

observed, and the goal is to predict the square integrable random response Y ∈ R by

estimating the regression function m(x) = E[Y |X = x]. Without loss of generality,

the authors drop the bootstrap, avoiding the mathematical difficulties.

Given

• p, which is the number of covariates or features ;

• mn ∈ {1,.....,p}, which is the number of pre-selected directions for splitting;

• an ∈ {1,.....,n}, which is the number of sampled data points in each tree;

• tn ∈ {1,.....,an}, which is the number of leaves in each tree;

• Y that follows the response the equation:

Y =

p∑
j=1

mj(X
j) + ε (8)

where X = (X1, ......,Xp) is uniformly distributed over [0, 1]p, ε is an

independent centered Gaussian noise with finite variance and each component

mj is continuous.

Assuming that the number of leaves tn tends to infinity slower than the number of

data points an, the first theorem affirms:

Theorem 3.1. ”Assume that 8 is satisfied. Then, provided an → ∞, tn → ∞ and
tn(log an)9

an
→ 0, random forest are consistent, that is,

lim
n→∞

E [mn(X)−m(X)]2 = 0” (9)

The theorem holds also with an = n and in this case the sampling step plays no

role in the consistency of the method.

In case tn = an and subsampling is done at rate an
n

, the analysis is more complicated

and lays on the assumption of 11, where:
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• Zi is the indicator that Xi falls in the same cell asX in the random tree;

•
ψi,j (Yi, Yj) = E

[
ZiZ

′
j|X,Θ,Θ′,X1, . . . ,Xn, Yi, Yj

]
ψi,j = E

[
ZiZ

′
j|X,Θ,Θ′,X1, . . . ,Xn

] (10)

and for any random variables W1,W2, Z, the authors denote by

Corr(W1,W2|Z) the conditional correlation coefficient (whenever it exists).

• With Zi,j = (Zi,Z
′
j), one of the two conditions holds:

– One has

lim
n→∞

(log an)2p−2 (log n)2E
[
max
i,j
|ψi,j (Yi, Yj)− ψi,j|

]2
= 0 (11)

– There exist a constant C > 0 and a sequence (γn)n → 0 such that, almost

surely,

max
`1,`2=0,1

∣∣Corr
(
Yi −m (Xi) ,1Zi,j=(`1,`2)|Xi,Xj, Yj

)∣∣
P1/2 [Zi,j = (`1, `2) |Xi,Xj, Yj]

≤ γn (12)

and

max
`1=0,1

∣∣Corr
(
(Yi −m (Xi))

2 ,1Zi=`1|Xi

)∣∣
P1/2 [Zi = `1|Xi]

≤ C (13)

Theorem 3.2. ”Assume that 8 and 12 or 13 are satisfied, and let tn = an. Then,

provided an →∞, tn →∞ and an(logn)
n
→ 0, random forest are consistent, that is,

lim
n→∞

E [mn(X)−m(X)]2 = 0” (14)

For further details, please refer to the papers [Scornet et al., 2015] and

[Biau and Scornet, 2015].

In addition to the difficulties in the formalizations of the model, the Random

Forest is also less interpretable than the CART. Anyway, with this algorithm is

possible to quantify the relevance of each feature with the mean decrease impurity

and the mean decrease accuracy :

• Mean decrease impurity (MDI or ”IncNodePurity”) is the average decrease

in node impurity when splitting on a variable. The variables can be ranked

according to the MDI and the most relevant are the ones with the highest

MDI.

• Mean decrease accuracy (MDA or ”%IncMSE”) relies on the concept of the

mean squared prediction error on the out of bag prediction. The MDA

measures the relevance of a feature in predicting the target: the higher, the

more relevant.
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These two measures are very useful to catch a glimpse of the importance of the

inputs, but they are not telling about the relationship between the features and the

dependent variable. For this purpose, it is possible to use the partial dependence

function ([Friedman, 2001]) which uncovers the marginal influence of a feature on

the predictive outcome of the forest. Formally, the partial dependence function fXj

of an arbitrary feature Xj can be defined as the expected value, with respect to the

remaining features, of the random forest predictor when the j − th feature assumes

an arbitrary fixed value xj . It can be estimated by exploiting the observations of

the training set. The value of the partial dependence function for an arbitrary fixed

value of the j− th feature is obtained by forcing all the observations in the training

set to assume such value, leaving the other features unaffected, and by computing

the average prediction once such modified observations are fed to the forest. As a

consequence, the estimation of the partial dependence function can be formalized as

f̂Xj
(xj) =

1

Nxj

∑
i∈Lxj

ΨRF
L (xi, θ1, . . . , θM) (15)

where Lxj
is the subset of L containing all the items on which the j − th

component of x is equal to xj, Nxj
refers to the number of items in Lxj

and xj
is the punctual value of the jth feature at which the function is computed. The

graphical representation of such function is given by a partial dependence (PD)

plot, where the feature under investigation is located on the horizontal axis, and the

average prediction of the forest on the vertical one.

3.2 Performance evaluation

In this section I am going to present different cases of implementation of the Random

Forest algorithm on highly non-linear simulated series.

Here, the aim is to check the accuracy and if the algorithm is able to fit

properly highly non-linear time series. To perform the experiment, I run the

algorithm on various simulated series that I generate based on Gaussian functions,

benchmark functions and mixture. In the following, as for the CART performance

evaluation, I implemented all the simulations in R using the package randomForest

([Liaw and Wiener, 2002]). All the code and the values are specified and available

to allow for a replica of the simulations. For the Random Forest, unlike the CART

model, it is not possible to have a graphical representation of the fitting, so only the

results will be displayed. In addition, I also show the mean squared residual value,

to allow comparison with other algorithms.

3.2.1 First Case

In this case, the aim of the experiment is to verify if the algorithm is able to fit a

process that is a result of a sum of Gaussian variables. The data generating process
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is given by the formula:

Yi = exp

(
−1

2σ

) ((∑10
1 Xi1 −

∑10
1 µXi1

)2)
√

2πσ2
+ εi (16)

where ε is a random error randomly drawn from a normal distribution N (0, 1), every

vector Xi is an auto regressive process of order 1, µ randomly drawn from a normal

distribution N (2, 9), a φ coefficient randomly drawn from a uniform distribution

U(0, 1) and a random error η randomly drawn from a normal distribution N (0, 1).

Xi = µ+ (φXi−1 − µ) + ηi (17)

In figure 15 it is possible to see the result given by the data generating process.

Figure 15: Plot of the vector Y

To fit a Random Forest in R, since the algorithm requires very little input and

tuning, it is only necessary to call the function randomForest from the homonymous

package. The results are given in the listing number 6. More details on the function

randomForest utilized in the implementation can be find in the appendix 5.

Listing 6: R code for Case 1 - Radom Forest

>

rfG10<-randomForest(formula=vectyG10~list.of.vector[[1]]+list.of.vector[[2]]+

+

list.of.vector[[3]]+list.of.vector[[4]]+list.of.vector[[5]]+

+

list.of.vector[[6]]+list.of.vector[[7]]+list.of.vector[[8]]+

+ list.of.vector[[9]]+list.of.vector[[10]],

importance=TRUE)

27



> print(rfG10)

Call:

randomForest(formula = vectyG10 ~ list.of.vector[[1]] +

list.of.vector[[2]] + list.of.vector[[3]] + list.of.vector[[4]] +

list.of.vector[[5]] + list.of.vector[[6]] + list.of.vector[[7]] +

list.of.vector[[8]] + list.of.vector[[9]] + list.of.vector[[10]],

importance = TRUE)

Type of random forest: regression

Number of trees: 500

No. of variables tried at each split: 3

Mean of squared residuals: 14.29165

% Var explained: 60.47

From the listing above, it is possible to see the fitting of the model: type of

forest, number of trees and numbers of variables tried at each split, but the most

relevant statistic for us is the ”% of Var explained” that represents a proxy for the

R2. In this case, the model is able to grasp a high percentage of the non-linear

relationship between the variables.

3.2.2 Second Case

In this case, the aim of the experiment is to verify if the algorithm is able to fit an

highly non-linear function, where there are present also the sin and cosh functions.

The function implemented in this experiment is a benchmark function from the book

”Monte Carlo Statistical Methods” ([Robert and Casella, 2005]):

h(x, y) = (xsin(20y) + ysin(20x)2)cosh(sin(10x)x)

+(xcos(10y)− ysin(10x))2cosh(cos(20y)y)
(18)

where the vectors x and y are an auto regressive process of order 1, with µ

randomly drawn from a normal distribution N (2, 9), a φ coefficient randomly drawn

from a uniform distribution U(0, 1) and a random error η randomly drawn from a

normal distribution N (0, 1).

xi = µx,i + (φxxi−1 − µx) + ηx,i

yi = µy,i + (φyyi−1 − µy) + ηy,i
(19)

In figure 16 it is possible to see the grid representation of the function h(x, y) on

[−1, 1]2: as mentioned above, it is a highly non-linear function and is ideal to test

the the Random Forest algorithm.
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Figure 16: Grid representation of the function h(x, y) on [−1, 1]2

In listing 7 we have the result of the fitting. Since the ”% Var explained” is a

proxy for the R2, this means that the model is able to predict the stated percentage

of variance: an improvement with respect to the performances of a multivariate

regression.

Listing 7: R code for Case 2 - Radom Forest

>

rfRC<-randomForest(formula=vectyRC~RC_list.of.vector[[1]]+RC_list.of.vector[[2]],

+ importance=TRUE) #RF on the two regressors

> print(rfRC)

Call:

randomForest(formula = vectyRC ~ RC_list.of.vector[[1]] +

RC_list.of.vector[[2]], importance = TRUE)

Type of random forest: regression

Number of trees: 500

No. of variables tried at each split: 1

Mean of squared residuals: 28679.83

% Var explained: 24.32

3.2.3 Third Case

The aim of this experiment is different from the ones above: in this case, what I

want to test is if the algorithm is able to distinguish between useful variables and

noises. Here I am going to fit a Random Forest to a linear process with a clear
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structural break, similar to the first case of the CART model.

Figure 17: Plot of the process

Figure 17 is the graphical representation of the function:

f(n) =

{
α1i+ εi, if i < k

α2i+ εi, if i > k
(20)

where

• α1 = 8;

• α2 = −12;

• εi is randomly drawn from a normal distribution N (0, 1);

• i is the time index;

• k is a random integer randomly drawn from a uniform distribution U(250, 750)

that indicates the time in which the structural break takes place.

As we already saw with the CART model, the trees are able to properly fit the

model, but what happens when we add a high number of regressors that are not part

of the process? To do this, I randomly generated 500 AR(1) processes with 1000

observations: every vector Xi has µ randomly drawn from a normal distribution

N (2, 9), a φ coefficient randomly drawn from a uniform distribution U(0, 1) and a

random error η randomly drawn from a normal distribution N (0, 1).

Xi = µ+ (φXi−1 − µ) + ηi (21)

The results of the fitting are in the listing below. As we can see, the algorithm is

able to distinguish between the informative regressors and the noise, giving a proxy

for the R2 close to 100%.
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Listing 8: R code for Case 3 - Radom Forest

> rfB500<-randomForest(formula=vectyB~., data = dfB500, importance=TRUE)

> print(rfB500)

Call:

randomForest(formula = vectyB ~ ., data = dfB500, importance = TRUE)

Type of random forest: regression

Number of trees: 500

No. of variables tried at each split: 167

Mean of squared residuals: 25617.95

% Var explained: 99.88

> rfB<-randomForest(formula=vectyB~valpha1+valpha2, importance=TRUE) #RF

on the two regressors

> print(rfB)

Call:

randomForest(formula = vectyB ~ valpha1 + valpha2, importance = TRUE)

Type of random forest: regression

Number of trees: 500

No. of variables tried at each split: 1

Mean of squared residuals: 18602.56

% Var explained: 99.91

This example is interesting because it allows also to see another feature of

the Random Forest algorithm: the Variable Importance. This feature allows to

understand which variables have the highest predictive power, meaning, which are

the most relevant; this could also be useful if parsimony is a concern and to make

some variables selection.

The randomForest package for R contains a useful function that gives interesting

graphical representation of the Variable Importance. Figure 18 represents the graph

of the model we fitted in the above listing: as it is possible to see, the higher

importance in terms of percentage of MSE and node purity is given to the vectors

α1 and α2, giving much less relevance to the other variables.
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Figure 18: Graphical representation of the Variable Importance
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3.2.4 Fourth Case

The aim of this last case is instead to verify how the models behave when the variance

in a process increases. To do this experiment, I generated 100 different AR(1) series

with µ randomly drawn from a normal distribution N (2, 9), a φ coefficient randomly

drawn from a uniform distribution U(0, 1) and a random error η randomly drawn

from a normal distribution N (0, σ), with σ varying between 0.1 and 100: every 10

series, the σ increases following a stepwise function (0.1, 0.4, 0.6, 0.8, 1, 1.5, 2, 3, 5,

100).

Xi = µ+ (φXi−1 − µ) + ηi (22)

The Xi AR(1) process generated feeds a Y function like the one seen in the first

case, where εi is a random error randomly drawn from a normal distribution N (0, 1):

Yi = exp

(
−1

2σ

) ((∑10
1 Xi1 −

∑10
1 µXi1

)2)
√

2πσ2
+ εi (23)

The result of the experiment are given in table 1: what is possible to see is

that performance of the algorithm decreases with the increase of the variance, but

it always delivers significant values of the % of Variance explained, even in case of

very high variance like the last one.

σ % of Variance explained

0.1 94.52

0.4 71.29

0.6 77.27

0.8 74.45

1 68.06

1.5 50.94

2 53.84

3 58.77

5 71.03

100 39.42

Table 1: Results of the Case four

33



3.3 Conclusion

The Random Forest algorithm has been able to distinguish and grasp part of the

non-linear relationship present in these simulations, even in the most complex cases,

obtaining significant values for the ”% Var explained”. A notable case is the third

one, where the algorithm is able to distinguish between relevant features and noises,

an important characteristic if applied in fields like finance, where is useful to spot

new linkages and dependencies.

In general, the performance of the Random Forest are good and it can have

interesting usages in time series analysis, even if it disregards the implicit time

variable.
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4 Application

In this section I will present an application of the Random Forest algorithm in

order to predict financial time series. The aim of the model developed will be to

predict the ICE BofA US Corporate Index Total Return, from [FEDSt.Louis, 2020],

and the Russell 3000 Index, from [Russell3000, 2020], using the Fred-MD database

developed by Michael W. McCracken and Serena Ng ([McCracken and Ng, 2016]).

The purpose of this application is to show that with the Random Forest algorithm

it is possible to do predictions and that is able to grasp and highlight part of the

non linear relationship between different variables.

I chose to implement the model using the ICE BofA Index because a vast literature

is present confirming an existing relationship between macroeconomic variables

and bond risk premia, confirming the predictability of the premia starting from

the macro variables. The major contributors to this literature are, among the

others, [Ludvigson and Ng, 2009] and [Cochrane and Piazzesi, 2005]. Even if the

implementation and the purpose of the cited papers is different, they underline the

evidence of the existence of a relationship between the variables mentioned. Another

relevant paper is [Bianchi et al., 2020], that from certain points of view inspired this

application, and has a similar focus, both on predictability and bonds. Moreover,

the original contribution is to study the impact of macro variables on stock and

bond indexes, in particular the ICE BofA US Corporate Index Total Return and

the Russell 3000, by using random forest techniques and the FRED database. This

is relevant in policy making and for investors who are interested in finding the

relevant macroeconomic factors driving financial prices, especially in the investment

framework of long term investors, such insurances, pension funds and institutional

investors.

4.1 Data description

The database used in the implementation of the models to forecast the ICE

BofA US Corporate Index Total Return and the Russell 3000 Index, is the

FRED-MD database developed by Michael W. McCracken and Serena Ng

([McCracken and Ng, 2016]). This database ”is designed to be used for the

empirical analysis of big data, and contains 131 monthly series divided in 8 groups:

”Output and Income”, ”Labour Market”, ”Consumption and Orders”, ”Orders and

Inventories”, ”Money and credit”, ”Interest rate and Exchange Rates”, ”Prices” and

”Stock Market””. All the variables, the FRED codes and a brief description can

be found in the tables 2, 3, 4, 5, 6, 7, 8, 9 present in appendix 6. FRED-MD is a

dataset widely used by policy makers, investors and researchers, for modelling and

forecasting economic variables and the authors chose to create this database with

the aim of providing a common basis for empirical analysis that requires big data,

such as machine learning algorithms: for these reasons, and because it contains
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many macroeconomic variables and it is freely available, making this exercise easy

to replicate, I decided to use this dataset. For further details, please refer to the

original paper: [McCracken and Ng, 2016].

As regards the ”target” variables, I decide to consider the ICE BofA US Corporate

Index Total Return and the Russell 3000 Index to study the predictive power of

macroeconomic variables on both the bond and the equity markets. The ICE Bofa

index ”tracks the performance of US dollar denominated investment grade rated

corporate debt publicly issued in the US domestic market, where each security must

have greater than 1 year of remaining maturity, a fixed coupon schedule, and a

minimum amount outstanding of 250 million USD” ([FEDSt.Louis, 2020]), while

the Russell 3000 Index is a market-capitalization-weighted equity index maintained

by FTSE Russell that tries to give a benchmark to the entire U.S. stock market. Of

course, in the FRED-MD there are some redundant variables, and I will point it out

the analysis of the model.

The number of observations varies according to the series considered: the ICE Bofa

Index series, covers a sample period ranging from January 1973 to January 2020

and consist of 565 monthly observations, while the Russell 3000 Index, counts 360

monthly observations, with the series starting in January 1990 and ending in January

2020. For the fitting on the BofA Index, the number of input variables is 128. Since

the number of observations is small in comparison with the number of regressors,

I removed the covariates for which some data were missing, reducing the number

of inputs to 126. The excluded variables are the consumer sentiment, measured by

the Univerisity of Mitchigan’s Surveys of Consumers (UMCSENT), and the value of

manufacturers’ new orders for consumer goods industries (ACOGNO). For the Russell

3000, the starting number of input is the same, and the only variable removed

due to missing values is the value of manufacturers’ new orders for consumer goods

industries (ACOGNO). The splitting among training and test set is placed at 75%, as is

custom in machine learning applications. To mitigate the effect of non-stationarity,

I consider the log-differences of the target variables and the first differences of the

regressors. I implemented all the simulations in R using the package randomForest

([Liaw and Wiener, 2002]).

4.2 Model implementation

In this section I will present the models implemented and the results. The model

implemented is simple and common for both the time series: I run a Random Forest

regression on the dependent variable starting from the FRED-MD dataset. The

tuning required from the model is minimum and does not have a significant impact on

the results. Furthermore, I perform a dynamic analysis through a rolling regression

on 40 observation to check if the behavior of variables over time.
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Figure 19: Random Forest fitting over
the whole time series

Figure 20: Variable Importance of the
Random Forest fitting over the whole
time series

4.2.1 ICE BofA US Corporate Index Total Return

This first implementation aim is to predict the movements of the ICE Bank of

America index and define the most relevant variables given the FRED-MD data set.

A very rough representation of this non-parametric machine learning algorithm in

an equation is the following:

Yt = f(Xt) (24)

Where Yt represents the dependent variable at time t, and Xt represents the

independent variables vector at time t : this may resemble a ”nowcasting” model,

but the covariates in time t can be substituted from forecasts from other models

or from consensus estimates (often available for the macroeconomic variables we

are dealing with). This arrangement is relevant and useful because it allow to

understand which is the relationship among the variables and allows a structural

analysis, especially if this is done comparing different time period.

As regards the model, I consider the monthly time series starting from January 1973

and I clean the dataset from missing values: in this way, I obtain a dataset with

126 differentiated series and one log-differentiated dependent variable. To begin, I

fit the model on the whole series, to check the presence of some kind of relationship:

the results are interesting and I obtain a 50.3 ”% of Var Explained”, a proxy for the

R2 that represents a good fitting. The results of the fitting are in figure 19 and 20.

Continuing with the application, I split the data set into ”training” and ”test” set

with a ratio of 75/25. In this case, since I am dealing with an ordered time series,

the split takes place in 2008, exactly during the financial crisis: in this way, this is

useful to understand if there has been any structural change.

Listing 9: R code for ICE BofA application - Radom Forest
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Figure 21: Residuals of the training test Figure 22: Residuals of the test set

Call:

randomForest(formula = d_bofa_train ~ ., data = d_train, localImp = TRUE)

Type of random forest: regression

Number of trees: 500

No. of variables tried at each split: 42

Mean of squared residuals: 0.0001823183

% Var explained: 49.46

In listing 9 it is possible to see how the detail of the fitting d bofa train

represents the differentiated series and is regressed on the whole data set d train,

that contains the training data. The Random Forest regression is able to explain

49.46 ”% of Var Explained”, a proxy for the R2 that represents a good fitting, very

close to the estimation computed on the entire series.

Figures 21, 22 and 23, contain the result of the fitting. The residuals of the

regression are interesting because they highlight a great dispersion in sample from

1975 to 1985 and from 2001 to 2003, years in which the American bond market was

under pressure, in the former in the aftermath of the 1973-1974 oil crisis, and in

the latter for the dot-com bubble. As regards the test sample, it is possible to see a

similar behavior due to the Great Financial Crisis of 2008-2009: a major dispersion

around those years and a much more, yet scattered compared to the training set,

concentration in the subsequent period.

Going to the variable importance, in figure 24 and 25, it is possible to see the variable

importance score, both for the %IncMSE (MDA) and IncNodePurity (MDI), where

the first quantifies the deterioration in the out-of-bag prediction error caused by

randomly permuting the values of a specific input in the out-of-bag data and the

second, instead, is a weighted average of the decreases in node impurity given by

the splits provided by an input, accounting for all the trees in the forest. Among
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Figure 23: Fitting of the Random Forest with a 75/25 ratio

the first five values, that can be considered the most relevant to the analysis, there

is a certain degree of homogeneity: those are the same for both, it only changes

the order, and they all represent interest rates, from the 1-year Treasury bill to the

BAA Moody’s seasoned corporate bond yield (table 7 for more details). These two

measures are very useful to have an impression of the importance of the inputs,

but they are not telling about the relationship between the features and the target

variable.

For this purpose, it is possible to use the partial dependence function

([Friedman, 2001]) which exposes the marginal influence of a feature on the

predictive outcome of the forest, introduced in the previous chapter. The most

interesting insights are illustrated in figure 26: not surprisingly the return of

the ICE BofA index is negatively correlated with the Moody’s Seasoned Baa

and Aaa Corporate Bond Yield and the 10-Year Treasury Rate. In figure 27

it is instead possible to see the prediction of the forest for a grid of values of

two numerical variables, generated using the randomForestExplainer package

([Aleksandra Paluszynska, 2019]). This chart explains the combined effect of the

variables on the prediction: when both the the yields are negative, the prediction is

positive, while when they are positive we have a negative prediction. In this chart

it is also possible to see that the GS10 variable, meaning the 10-Year Treasury

Rate, represented by the red color, is more relevant than the BAA, meaning

Moody’s Seasoned Baa Corporate Bond Yield: this confirms the score of the variable

importance and underlines the influence of the 10-Year Treasury Rate.

Concerning the dynamic analysis, I fixed a window of 40 observations and I

performed a rolling regression over the whole time series: in doing this, I obtained

524 regressions over a time series of 564 data points. What I want to verify in this
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Figure 24: Variable Importance score,
MDA

Figure 25: Variable Importance score,
MDI

Figure 26: Partial dependence plot
of Moody’s Seasoned Baa Corporate
Bond Yield, 10-Year Treasury Rate and
Moody’s Seasoned Aaa Corporate Bond
Yield

Figure 27: Variable interaction
plot involving Moody’s Seasoned Baa
Corporate Bond Yield and the 10-Year
Treasury Rate
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Figure 28: 3D Partial dependence plot of
Moody’s Seasoned Baa Corporate Bond
Yield

Figure 29: 3D Partial dependence plot
of 10-Year Treasury Rate

analysis, is the behaviour of the variables and I want to answer to the questions

concerning constance in the most relevant variables and which are the features that

over time have the greatest influence over the series.

To answer to my questions, within the rolling regression, I build a counter for the

variables that appeared in the first 5 position in the Variable Importance table, both

for ”%IncMSE” and ”IncNodePurity”, and I collected all the Partial Dependence

functions for two of the most relevant variables in the static case: the Moody’s

Seasoned Baa Corporate Bond Yield (BAA) and the 10-Year Treasury Rate (GS10).

In figures 28 and 29 it is possible to see the behaviour of the Partial Dependence

function over time: in the x-axis we have the number of the regression that provided

a certain function, meaning the ”time”, in z the value of the feature and in y

the predicted value of the target variable. In addition, the color of the scatter plot

changes with time and goes from red, the oldest value, to blue, the most recent ones.

In the mentioned figures, I plotted two of the most relevant variables according to

the static analysis: the Moody’s Seasoned Baa Corporate Bond Yield and the 10-

Year Treasury Rate. Thanks to these charts, is possible to see that the influence of

the variables is not constant over time: it changes and what is worth noting is that

the variance and the amplitude of the effects was higher in the past, especially in

the case of 10-Year Treasury Rate, while the BAA corporate yield seems to be more

concentrated. The changes that took place over time and that may explain the most

recent behaviour, may be due to the lowering of the rates from the FED in the Great

Financial Crisis. In figures 30 and 31 is instead possible to see a detail of the 3D

PDP that highlights the nonlinearities and new evidence of substantial changes in the

shapes of the partial dependence function over the different subperiods considered

(Jun 1973 - Sep 1976, Jan 1998 - Apr 2001, Sep 2014-Dec 2017). From the three

different regressions the divergence over time is recognizable in both cases. Going
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Figure 30: Partial dependence plot of
Moody’s Seasoned Baa Corporate Bond
Yield in 3 different regressions

Figure 31: Partial dependence plot of
10-Year Treasury Rate in 3 different
regressions

Figure 32: Barplot most influential
variable, %IncMSE

Figure 33: Barplot most influential
variable, IncNodePurity
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Figure 34: Random Forest fitting over
the whole time series

Figure 35: Variable Importance of the
Random Forest fitting over the whole
time series

to figures 32 and 33, is possible to see which are the 10 most common variables in

the top 5 for both MDA and MDI. With little surprise, the most influential features

are: 1-Year Treasury Rate, 5-Year Treasury Rate, 10-Year Treasury Rate, Moody’s

Seasoned Aaa Corporate Bond Yield and Moody’s Seasoned Baa Corporate Bond

Yield. This is coherent with the static analysis.

4.2.2 Russell 3000 Index

This second implementation aim is to predict the movements of the Russell 3000

index and define the most relevant variables given the FRED-MD data set. I decide

to present also this case to verify the effectiveness and the influence that the FRED-

MD features, meaning mostly macro-variables, have on an equity index. The model

has been implemented in the same way and follows the same idea as the ICE BofA

Index. Since the Russell 3000 started later in time, the time span considered is

smaller, and is about 360 observations starting from 01/01/1990. Some contributions

to the literature, that prove the existence of a relationship between macro variables

and stock returns, are given by [Flannery, 2002] and [Humpe and Macmillan, 2009].

Also in this case, I start fitting the model to the whole series: the Random Forest

result is a variance explanation of around 37%, value that does not represent a

particularly good fitting. In figures 34 and 35 it is possible to see the result of the

fitting and also another interesting characteristic: the most relevant features, present

in figure 35, are related to the S&P 500, the most famous and relevant American

stock index, that is a subset of the Russell 3000.

Proceeding with the application, also in this case I split the data set in ”training”

and ”test”, with the usual 75/25 ratio: here, the training set will comprehend the
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Figure 36: Residuals of the training test Figure 37: Residuals of the test set

Great Financial Crisis of 2008 and the test set will start in 2012. In listing 10

it is possible to see the details of the fitting, where d rus train represents the

differentiated series, and d train the data set on which is regressed. Here, what we

have diverges slightly in negative with respect to the fitting to the whole series, but

the regression is still able to explain one-third of the total variance.

Listing 10: R code for Russell 3000 application - Radom Forest

Call:

randomForest(formula = d_rus_train ~ ., data = d_train, localImp = TRUE)

Type of random forest: regression

Number of trees: 500

No. of variables tried at each split: 42

Mean of squared residuals: 0.00133802

% Var explained: 33.14

In figures 36, 37 and 38 it is possible to see the residuals and the overall fitting.

The residuals of the fitting result already scattered in the training set, even if in some

time periods the residuals are close to zero, and they become even more disperse in

the test set. In this case it is possible to say that the model does not fit very well

the series, especially given the results in the test set.

In figures 39 and 40 it is possible to see the variable importance: also in this case

is possible to see a high degree of homogeneity between the two variable importance

scores and is possible to confirm the relevance of the S&P 500, subset of the Russell

3000, for the regression.

Also in this case, I investigate the Partial Dependence Plot, in the figures 41, 42

and 43. From these charts, it is possible to see that there is an inverse relationship

between the Russell 3000 and the S&P 500 Dividend Yield and the VIX: the more
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Figure 38: Fitting of the Random Forest with a 75/25 ratio

those variable increase, the more the Russell decrease, and a positive relationship

with the S&P 500, as logic says, since the index is a subset of the Russell.

In figure 44 it is possible to see the effect of the interaction between the S&P 500 and

the VIX on the prediction of the return of the Russell 3000: a low implied volatility

and an increase in the Standard and Poor’s index increase the value predicted for the

Russell 3000, and vice versa. Also in this case, is possible to notice the prevalence of

the red color, assigned to the S&P 500, that is coherent with the variable importance

scores.

Going to the dynamic analysis, also in this case I plotted the partial dependence

plot over time and I collected the most relevant variables.

In figures 45 and 46 it is possible to see the 3D partial dependence plots that highlight

the fact that over time the relationship between the feature and the target variable

varies largely during time. The changes are evident in particular in the case of the

S&P 500 Index, around the fitting from 150 to 200. In addition to these plots, the

charts present in figure 47 and 48, highlight the variance of the partial dependence

of the variables over time, underlining a great variance. As regards the barplot of

the most influential variables according the two importance measures, available in

figures 49 and 50, it is possible to find an high degree of coherence, since the variables

that appear in the top 5 are always the same and always linked to the S&P 500.

4.3 Conclusion

In conclusion it is possible to say that the Random Forest is an interesting algorithm

that can be used also in time series analysis using some precautions. The simple,

but original, implementation presented here shows that the algorithm is able to
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Figure 39: Variable Importance score,
MDA

Figure 40: Variable Importance score,
MDI

Figure 41: Partial
dependence plot of S&P 500
Dividend Yield

Figure 42: Partial
dependence plot of S&P 500

Figure 43:
Partial dependence plot of
CBOE VIX index

Figure 44: Variable interaction plot involving S&P 500 and the CBOE VIX Index
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Figure 45: 3D Partial dependence plot
of S&P 500

Figure 46: 3D Partial dependence plot
of S&P 500 Dividend Yield

Figure 47: Partial dependence plot of of
S&P 500 in 3 different regressions

Figure 48: Partial dependence plot of
S&P 500 Dividend Yield in 3 different
regressions

Figure 49: Barplot most influential
variable, %IncMSE

Figure 50: Barplot most influential
variable, IncNodePurity
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capture non linear relationships and, more interestingly, the Random Forest allows

for a deep analysis of the different interactions among the features and the target

variable, a precious instrument, especially if used to study the financial markets,

where the relationships are not always clear and difficult to understand.
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5 Appendix A - R code

• rpart code

In this section I am going to give some clarifications about the R output when

a tree is fitted to a series, like for example in listing 1.

Starting from the specification of the formula, in the rpart function the

variable specified on the left of the tilde (˜) is the dependent variable while on

the right is present the regressor, or in the ML lingo, the feature; the "anova"

method must be specified to obtain a regression and not a classification. Going

to the output, the only regressor and the number of observations are specified.

Then, the present table contains in the row the number of the split specified

and in the columns different values:

– CP is ”the threshold complexity parameter and by default is set to 0.01, so

the last node will always have this value (or the setted one); for regression

models the scaled cp has a very direct interpretation: if any split does

not increase the overall R2 of the model by at least cp (where R2 is the

usual linear-models definition) then that split is decreed to be, a priori,

not worth pursuing” ([Therneau and Atkinson, 2019]);

– nsplit is the number of split;

– rel error is the equivalent of 1-R2 for linear regressions;

– xerror The xerror is related to the PRESS statistic: the predicted

residual error sum of squares (PRESS) statistic is a form of cross-

validation used in regression analysis to provide a summary measure of

the fit of a model to a sample of observations that were not themselves

used to estimate the model. It is calculated as the sums of squares of the

prediction residuals for those observations;

– xstd is a variation.

As regards rsq.val fit is a variable I used to extract the R2 value for each

node.

• randomForest code

– Type of random forest is the type of the forest, meaning classification

or regression. In this thesis, all the codes refers to regressions.

– number of trees is the number of trees produced by the forest. It can

be tuned increasing or decreasing it, but in this case the impact of the

tuning was not significant.

– No. of variables tried at each split is the number of variables

tried at each split of the trees. It can be tuned increasing or decreasing

it, but in this case the impact of the tuning was not significant.
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– Mean squared residuals measures the average of the squares of the

errors, meaning the average squared difference between the estimated

values and the actual value. Is present only for the regressions.

– % Var explained is a measure of how well out-of-bag predictions explain

the target variance of the training set and is a proxy for the R2 (also called

Pseudo-R2).
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6 Appendix B - FRED-MD Variables tables

From the paper [McCracken and Ng, 2016].

Table 2: Group 1: Output and Income

ID FRED Code Description

1 RPI Real Personal Income
2 W875RX1 Real personal income ex transfer receipts
6 INDPRO IP Index
7 IPFPNSS IP: Final Products and Nonindustrial Supplies
8 IPFINAL IP: Final Products (Market Group)
9 IPCONGD IP: Consumer Goods
10 IPDCONGD IP: Durable Consumer Goods
11 IPNCONGD IP: Nondurable Consumer Goods
12 IPBUSEQ IP: Business Equipment
13 IPMAT IP: Materials
14 IPDMAT IP: Durable Materials
15 IPNMAT IP: Nondurable Materials
16 IPMANSICS IP: Manufacturing (SIC)
17 IPB51222s IP: Residential Utilities
18 IPFUELS IP: Fuels
19 NAPMPI ISM Manufacturing: Production Index
20 CUMFNS Capacity Utilization: Manufacturing
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Table 3: Group 2: Labor Market

ID FRED Code Description

21* HWI Help-Wanted Index for United States Help
22* HWIURATIO Ratio of Help Wanted/No. Unemployed
23 CLF16OV Civilian Labor Force
24 CE16OV Civilian Employment
25 UNRATE Civilian Unemployment Rate
26 UEMPMEAN Average Duration of Unemployment (Weeks)
27 UEMPLT5 Civilians Unemployed - Less Than 5
28 UEMP5TO14 Civilians Unemployed for 41760 Weeks
29 UEMP15OV Civilians Unemployed - 15 Weeks &
30 UEMP15T26 Civilians Unemployed for 15-26 Weeks
31 UEMP27OV Civilians Unemployed for 27 Weeks and
32* CLAIMSx Initial Claims
33 PAYEMS All Employees: Total nonfarm
34 USGOOD All Employees: Goods-Producing Industries
35 CES1021000001 All Employees: Mining and Logging: Mining
36 USCONS All Employees: Construction
37 MANEMP All Employees: Manufacturing
38 DMANEMP All Employees: Durable goods
39 NDMANEMP All Employees: Nondurable goods
40 SRVPRD All Employees: Service-Providing Industries
41 USTPU All Employees: Trade, Transportation & Utilities
42 USWTRADE All Employees: Wholesale Trade
43 USTRADE All Employees: Retail Trade
44 USFIRE All Employees: Financial Activities
45 USGOVT All Employees: Government
46 CES0600000007 Avg Weekly Hours : Goods-Producing
47 AWOTMAN Avg Weekly Overtime Hours : Manufacturing
48 AWHMAN Avg Weekly Hours : Manufacturing
49 NAPMEI ISM Manufacturing: Employment Index
127 CES0600000008 Avg Hourly Earnings : Goods-Producing
128 CES2000000008 Avg Hourly Earnings : Construction
129 CES3000000008 Avg Hourly Earnings : Manufacturing
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Table 4: Group 3: Consumption and Orders

ID FRED Code Description

50 HOUST Housing Starts: Total New Privately Owned
51 HOUSTNE Housing Starts, Northeast
52 HOUSTMW Housing Starts, Midwest
53 HOUSTS Housing Starts, South
54 HOUSTW Housing Starts, West
55 PERMIT New Private Housing Permits (SAAR)
56 PERMITNE New Private Housing Permits, Northeast (SAAR)
57 PERMITMW New Private Housing Permits, Midwest (SAAR)
58 PERMITS New Private Housing Permits, South (SAAR)
59 PERMITW New Private Housing Permits, West (SAAR)

Table 5: Group 4: Order and Inventories

ID FRED Code Description

3 DPCERA3M086SBEA Real personal consumption expenditures
4* CMRMTSPLx Real Manu. and Trade Industries Sales
5* RETAILx Retail and Food Services Sales
60 NAPM ISM : PMI Composite Index
61 NAPMNOI ISM : New Orders Index
62 NAPMSDI ISM : Supplier Deliveries Index
63 NAPMII ISM : Inventories Index
64 ACOGNO New Orders for Consumer Goods
65* AMDMNOx New Orders for Durable Goods
66* ANDENOx New Orders for Nondefense Capital Goods
67* AMDMUOx Unfilled Orders for Durable Goods
68* BUSINVx Total Business Inventories
69* ISRATIOx Total Business: Inventories to Sales Ratio
130* UMCSENTx Consumer Sentiment Index
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Table 6: Group 5: Money and Credit

ID FRED Code Description

70 M1SL M1 Money Stock
71 M2SL M2 Money Stock
72 M2REAL Real M2 Money Stock
73 AMBSL St. Louis Adjusted Monetary Base
74 TOTRESNS Total Reserves of Depository Institutions
75 NONBORRES Reserves Of Depository Institutions
76 BUSLOANS Commercial and Industrial Loans
77 REALLN Real Estate Loans at All Commercial
78 NONREVSL Total Nonrevolving Credit Cons
79* CONSPI Nonrevolving consumer credit to Personal Income
131 MZMSL MZM Money Stock
132 DTCOLNVHFNM Consumer Motor Vehicle Loans Outstanding
133 DTCTHFNM Total Consumer Loans and Leases Outstanding
134 INVEST Securities in Bank Credit at All

Table 7: Group 6: Interest Rate and Exchange Rates

ID FRED Code Description

84 FEDFUNDS Effective Federal Funds Rate
85* CP3Mx 3-Month AA Financial Commercial Paper Rate
86 TB3MS 3-Month Treasury Bill:
87 TB6MS 6-Month Treasury Bill:
88 GS1 1-Year Treasury Rate
89 GS5 5-Year Treasury Rate
90 GS10 10-Year Treasury Rate
91 AAA Moody’s Seasoned Aaa Corporate Bond Yield
92 BAA Moody’s Seasoned Baa Corporate Bond Yield
93* COMPAPFFx 3-Month Commercial Paper Minus FEDFUNDS
94 TB3SMFFM 3-Month Treasury C Minus FEDFUNDS
95 TB6SMFFM 6-Month Treasury C Minus FEDFUNDS
96 T1YFFM 1-Year Treasury C Minus FEDFUNDS
97 T5YFFM 5-Year Treasury C Minus FEDFUNDS
98 T10YFFM 10-Year Treasury C Minus FEDFUNDS
99 AAAFFM Moody’s Aaa Corporate Bond Minus FEDFUNDS
100 BAAFFM Moody’s Baa Corporate Bond Minus FEDFUNDS
101 TWEXMMTH Trade Weighted U.S. Dollar Index: Major
102* EXSZUSx Switzerland / U.S. Foreign Exchange Rate
103* EXJPUSx Japan / U.S. Foreign Exchange Rate
104* EXUSUKx U.S. / U.K. Foreign Exchange Rate
105* EXCAUSx Canada / U.S. Foreign Exchange Rate
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Table 8: Group 7: Prices

ID FRED Code Description

106 PPIFGS PPI: Finished Goods
107 PPIFCG PPI: Finished Consumer Goods

108 PPIITM PPI: Intermediate Materials
109 PPICRM PPI: Crude Materials
110* OILPRICEx Crude Oil, spliced WTI and Cushing
111 PPICMM PPI: Metals and metal products:
112 NAPMPRI ISM Manufacturing: Prices Index
113 CPIAUCSL CPI : All Items
114 CPIAPPSL CPI : Apparel
115 CPITRNSL CPI : Transportation
116 CPIMEDSL CPI : Medical Care
117 CUSR0000SAC CPI : Commodities
118 CUUR0000SAD CPI : Durables
119 CUSR0000SAS CPI : Services
120 CPIULFSL CPI : All Items Less Food
121 CUUR0000SA0L2 CPI : All items less shelter
122 CUSR0000SA0L5 CPI : All items less medical
123 PCEPI Personal Cons. Expend.: Chain Index
124 DDURRG3M086SBEA Personal Cons. Exp: Durable goods
125 DNDGRG3M086SBEA Personal Cons. Exp: Nondurable goods
126 DSERRG3M086SBEA Personal Cons. Exp: Services

Table 9: Group 8: Stock Market

ID FRED Code Description

80* S&P 500 S&P’s Common Stock Price Index: Composite
81* S&P: indust S&P’s Common Stock Price Index: Industrials
82* S&P duv. Yield S&P’s Composite Common Stock: Dividend Yield
83* S&P PE Ratio S&P’s Composite Common Stock: Price-Earnings Ratio
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